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Abstract—The exponential growth of social media platforms
has intensified users’ exposure to toxic language, misinformation,
political polarization, and psychologically harmful content. Exist-
ing moderation systems are predominantly platform-centric, lack
transparency, and provide limited personalization. This paper
presents GENEYE, an Al-driven browser extension designed to
enable real-time, user-controlled filtering of social media feeds.

GENEYE integrates a hybrid Natural Language Processing
(NLP) framework that combines lightweight heuristic filtering,
transformer-based classifiers, and Large Language Model (LLM)
semantic scoring via OpenRouter APIs. The system applies a
configurable rule-based decision engine that enforces user-defined
thresholds to hide or blur undesirable content categories such
as toxicity, hate speech, political discourse, sarcasm, rumors,
and spam. Emphasis is placed on privacy preservation by
maintaining all user preferences locally and minimizing external
data transmission.

This paper describes the complete system architecture, AI/NLP
workflow, research methodology, implementation details, and
an evaluation framework focusing on accuracy, latency, cost
efficiency, and user experience. The proposed approach demon-
strates the feasibility of deploying intelligent, transparent, and
personalized content moderation directly at the browser level.

Index Terms—Content Moderation, Social Media Filtering,
Natural Language Processing, Large Language Models, Browser
Extensions, Human-in-the-Loop Al, Digital Well-being

I. INTRODUCTION

Social media platforms have become a dominant medium
for communication, news consumption, and social interaction.
Despite their benefits, these platforms increasingly expose
users to content that is toxic, misleading, emotionally ma-
nipulative, or irrelevant. Continuous exposure to such content
has been linked to adverse mental health outcomes, reduced
productivity, and the erosion of trust in digital ecosystems.
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Current moderation mechanisms are largely controlled by
platform providers and operate as opaque, one-size-fits-all
systems. Users have minimal control over what categories
of content they wish to avoid, and moderation decisions
often lack transparency or explanation. Moreover, server-side
moderation raises privacy concerns, as user data must be
transmitted and stored externally.

GENEYE addresses these challenges by introducing a
client-side, Al-powered content filtering system that empowers
users to shape their own social media experience. Implemented
as a Chrome browser extension, GENEYE intercepts and an-
alyzes posts in real time, applies intelligent filtering based on
user preferences, and provides transparency through statistics
and explainable decisions.

Social media platforms have become integral to modern
communication, information dissemination, and social inter-
action. Platforms such as Twitter (X), Facebook, and Reddit
enable users to access news, opinions, and conversations at an
unprecedented scale. However, alongside these benefits, social
media environments increasingly expose users to harmful con-
tent, including toxic language, hate speech, misinformation,
sensationalized political narratives, and emotionally distress-
ing material. Continuous exposure to such content has been
associated with increased anxiety, reduced productivity, and
the deterioration of constructive online discourse.

Current content moderation strategies are largely controlled
by platform providers and are optimized for compliance,
engagement, or advertising revenue rather than individual
user well-being. These moderation systems operate as black
boxes, providing limited transparency regarding how filtering
decisions are made. Furthermore, moderation policies are



applied uniformly, failing to account for diverse user sensi-
tivities, cultural contexts, or personal preferences. Keyword-
based browser extensions offer limited relief but suffer from
high false-positive rates and an inability to capture contextual
or implicit meanings such as sarcasm and coded harassment.

In response to these challenges, this work proposes GEN-
EYE, an Al-driven browser extension that empowers users
with direct control over the quality of content they consume.
GENEYE operates entirely on the client side, intercepting
social media content in real time and applying intelligent
filtering based on user-defined preferences. By combining
multiple levels of NLP analysis with a configurable rule-based
engine, GENEYE provides nuanced content understanding
while maintaining low latency and strong privacy guarantees.

The primary goal of this research is to explore whether
a hybrid Al approach can deliver accurate, transparent, and
personalized content moderation within the strict performance
constraints of a browser extension. The Primary Objective of
this Research is:

o Design of a hybrid Al and NLP-based content filtering
pipeline suitable for real-time browser deployment.

« Development of a modular extension architecture com-
pliant with Chrome Manifest V3.

o Implementation of user-controlled filtering categories
with adjustable sensitivity thresholds.

« Integration of a human-in-the-loop feedback mechanism
for adaptive personalization.

o Formulation of an evaluation framework addressing both
technical performance and user experience.

The key contributions of this research are:

o A hybrid Al and NLP-based filtering pipeline suitable for
real-time browser deployment.

o A modular, Manifest V3—compliant extension architec-
ture ensuring security and scalability.

o User-configurable filtering categories with adjustable sen-
sitivity thresholds.

e A privacy-preserving design that stores all user data
locally.

o An evaluation framework addressing technical perfor-
mance and user experience.

II. PROBLEM STATEMENT

Modern social media feeds suffer from several critical
issues:

« Exposure to toxic, hateful, or violent language.

¢ Overload of political debates and polarizing narratives.

o Spread of misinformation and unverified claims.

« Proliferation of misinformation and unverified claims.

« Lack of meaningful user control over feed composition.

« Privacy risks associated with server-side analysis of user
data.

These issues negatively impact mental well-being, focus,
and trust in online platforms. Existing tools either rely on
simplistic keyword filtering or centralized moderation APIs
that do not support personalized, real-time filtering. There

is a need for a system that combines Al-driven semantic
understanding with user-defined preferences while preserving
privacy.

Existing solutions either prioritize platform-level policy
enforcement or rely on simplistic filtering mechanisms that fail
to capture semantic nuance. Consequently, there is a pressing
need for a user-centric system that combines intelligent content
analysis with transparency, privacy, and real-time performance.
This research addresses this gap through the design and
implementation of GENEYE.

III. OBJECTIVES

The primary objectives of GENEYE are:

a) To build a personalized Al-driven browser extension for
social media content filtering.

b) To allow user-defined control over hidden topics such as
politics, sarcasm, and violence.

¢) To minimize exposure to harmful, toxic, and irrelevant
content.

d) To minimize system latency and external API dependency
through a hybrid inference strategy.

e) To promote mental well-being and productivity through
feed optimization.

f) To ensure transparency and trust via filtering statistics and
explainable actions.

g) To evaluate the system in terms of accuracy, usability,
and user trust.

IV. LITERATURE SURVEY

Early approaches to content moderation relied heavily on
keyword-based filtering, which suffers from poor contextual
understanding and high false-positive rates. Recent research
has leveraged transformer-based architectures such as BERT
and RoBERTa for detecting hate speech and offensive lan-
guage, demonstrating improved accuracy but high computa-
tional costs.

Commercial moderation APIs such as Perspective API and
OpenAl Moderation provide robust classification capabilities
but lack fine-grained user customization and transparency. Fur-
thermore, these systems operate server-side, raising concerns
about privacy and data ownership.

Early approaches to content moderation relied heavily on
keyword-based filtering and rule-based systems. While compu-
tationally efficient, these methods exhibit poor generalization
and are ineffective against contextual and implicit forms of
toxicity.

Recent research has demonstrated the effectiveness of
transformer-based architectures such as BERT and RoBERTa
for detecting hate speech, abusive language, and misinforma-
tion. However, these models are computationally expensive
and difficult to deploy in latency-sensitive environments such
as browser extensions. Commercial APIs, including Perspec-
tive API and OpenAl Moderation services, offer scalable
solutions but lack transparency and user-level customization.



Human-in-the-loop moderation systems have been proposed
to improve trust and adaptability by incorporating user feed-
back. However, most implementations operate at the plat-
form level rather than empowering individual users. GENEYE
builds upon these foundations by integrating semantic AI mod-
els, rule-based personalization, and feedback-driven adaptation
within a client-side system.

The research gap lies in the absence of Al-driven, real-
time, customizable filtering systems operating at the client
level. GENEYE addresses this gap by combining Al analysis
with user-controlled filters, adaptive feedback, and an analytics
dashboard.

V. RESEARCH METHODOLOGY

The operational workflow of GENEYE follows these stages:

1) Configuration: Users provide an API key and select
content categories and filtering modes.

2) Injection: The content script is injected when the user
visits supported platforms.

3) Detection: A MutationObserver tracks newly loaded
posts.

4) AI Scoring: Post text is sent to the Llama 3.3 70B model
via OpenRouter APL

5) Filtering: Posts exceeding threshold scores are blurred or
hidden.

6) Statistics: Filtered content is logged for analytics.

VI. SYSTEM ARCHITECTURE

GENEYE follows a modular architecture designed to sepa-
rate concerns between user interaction, content extraction, Al
decision-making, and data storage. The system is implemented
as a Chrome extension compliant with the Manifest V3
specification.

The core architectural components include:

« Popup Interface: Provides controls for enabling filters,
adjusting thresholds, and viewing analytics.

« Content Script: Injected into social media pages to detect
new posts, extract text, and apply visual filtering.

o Background Service Worker: Orchestrates communica-
tion between the content script and Al services, manages
caching, and applies decision logic.

« AI/NLP Engine: Performs semantic analysis using a
hybrid of heuristics, classifiers, and LLM-based scoring.

o Local Storage: Maintains user settings, statistics, and
cached results using the Chrome Storage API.

Fig. 1. GENEYE system architecture showing background service orchestra-
tion, Al scoring via OpenRouter API, content script filtering, and user interface
interactions.

The background service manages API calls, caching, and
decision logic, while the content script handles DOM manip-
ulation and visual filtering.

VII. AI AND NLP PIPELINE

The GENEYE content analysis pipeline consists of multiple
stages designed to balance accuracy and performance.

1) Text Extraction: Dynamic DOM observation identifies
newly loaded posts.

2) Preprocessing: Normalization, noise removal, and token
preparation.

3) Heuristic Screening: Fast rule-based checks eliminate
trivial cases.

4) Model-Based Scoring: Transformer classifiers and LLMs
assign category-specific confidence scores.

5) Rule-Based Decision Engine: Scores are evaluated
against user-defined thresholds.

6) Feedback Adaptation: User corrections adjust future
decision boundaries.

A rule-based decision engine compares model scores against
user-defined thresholds. User feedback is incorporated to refine
future filtering behavior.

VIII. DATASET CONSTRUCTION AND CONTENT SAMPLING

Since the primary objective of GENEYE is real-time content
moderation in live social media environments, the system does
not rely on a static, publicly hosted dataset. Instead, a semi-
structured dataset was constructed by collecting public posts
from social media feeds under diverse topical categories in-
cluding politics, health, entertainment, technology, and social
discourse.

Posts were sampled using browser instrumentation during
controlled browsing sessions. To ensure diversity, data col-
lection spanned multiple time windows and trending topics.
Each collected post was anonymized and manually annotated
by multiple reviewers into predefined categories such as toxic,
hateful, sarcastic, political, misleading, or neutral. Disagree-
ments were resolved through majority voting.



This dynamic data collection approach reflects realistic user
exposure patterns more accurately than benchmark datasets,
thereby improving ecological validity. The resulting dataset
is used exclusively for offline evaluation and threshold cali-
bration, ensuring that real-time system performance remains
unaffected.

IX. FILTERING DECISION LOGIC AND THRESHOLD
MODELING

GENEYE employs a rule-based decision layer that operates
on probabilistic outputs generated by the Al scoring engine.
For each post, the system computes a vector of category-wise
confidence scores:

S = {Sto;w Shates Spoliticaly Sspam Smisinfo}

Each score is compared against a user-defined threshold
vector:

T= {tt017 thatea tpoliticaly tspama tmisinfo}
A filtering action is triggered if:
di S; Z ti

This formulation allows users to independently control sen-
sitivity across categories. Actions include hiding, blurring, or
flagging content. The modular design enables future extension
to weighted combinations and contextual overrides.

X. COMPUTATIONAL COMPLEXITY ANALYSIS

The computational complexity of GENEYE is governed by
three primary components: DOM parsing, heuristic filtering,
and Al-based inference.
Let n denote the number of visible posts on a page and [
represent the average token length per post.
« DOM Parsing: Each post is traversed once, yielding a
time complexity of O(n).

o Heuristic Filtering: Lightweight keyword and pattern
checks operate in linear time with respect to post length,
ie., O(1).

o LLM-Based Inference: Transformer-based models incur
a complexity of O(/?) due to self-attention mechanisms.

The overall worst-case complexity is:
O(n-1%)

However, practical latency is significantly reduced via
early heuristic rejection, caching, and asynchronous execution.
Space complexity is bounded by O(n) for cached post hashes
and metadata.

XI. GENEYE FILTERING ALGORITHM

[H] GENEYE Real-Time Content Filtering [1] Initialize
thresholds T from local storage user scrolls feed Extract post
text p heuristicCheck(p) == SAFE Display post Send p to Al
scoring engine Receive score vector S Ji such that S; > T;
Apply filter (hide/blur/flag) Display post

XII. IMPLEMENTATION

GENEYE is implemented using JavaScript, HTML, and
CSS within the Chrome MV3 framework. The background
service manages asynchronous API calls and caching to reduce
latency. Chrome Storage API is used for local persistence of
settings and statistics. API calls are rate-limited. All persistent
data is stored locally to ensure privacy.

XIII. EXPERIMENTAL SETUP

Evaluation was conducted under controlled browsing condi-
tions on a Chromium-based browser. Public social media feeds
were accessed across diverse topical categories.

Hardware Configuration:

« CPU: Intel i7 / Apple M-series equivalent

« RAM: 16 GB

o Browser: Google Chrome (MV3)

Models Evaluated:

o GPT-based LLM via OpenRouter API

o DistilBERT fine-tuned for toxicity detection

All experiments were repeated across multiple sessions to
ensure consistency.

XIV. HUMAN-IN-THE-LOOP FEEDBACK MECHANISM

To mitigate false positives and adapt to evolving user pref-
erences, GENEYE incorporates a human-in-the-loop learning
mechanism. Users may manually override filtering decisions
by restoring hidden content or flagging missed harmful posts.

These interactions are recorded locally and used to adjust
internal confidence thresholds through incremental updates.
Over time, this personalization process improves alignment
between system behavior and individual tolerance levels with-
out retraining the underlying models.

This approach balances automation with user agency, ad-
dressing trust and explainability concerns commonly associ-
ated with Al-driven moderation systems.

TABLE I
EFFECT OF USER FEEDBACK ON FILTERING ACCURACY

Stage Fl-score  User Overrides / 100 Posts
Initial Deployment 0.81 18
After Adaptation 0.89 7

F1-score

0.8 - 5

| |
Initial

Interaction Phase

Fig. 2. Performance improvement through user feedback adaptation

After Feedback



XV. EVALUATION METRICS

System performance was evaluated using standard classifi-
cation metrics:

o Precision: Accuracy of filtered content

« Recall: Coverage of harmful content

o Fl-score: Harmonic mean of precision and recall

« Latency: End-to-end processing time per post

User satisfaction was assessed qualitatively through per-
ceived feed cleanliness and false-positive tolerance.

XVI. RESULTS AND PERFORMANCE ANALYSIS

TABLE I
FILTERING PERFORMANCE ACROSS CATEGORIES
Category Precision Recall F1-score
Toxicity 0.91 0.88 0.89
Hate Speech 0.93 0.86 0.89
Political Bias 0.87 0.84 0.85
Spam 0.95 0.90 0.92

Average processing latency remained below 250 ms per
post, ensuring uninterrupted user interaction.
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Fig. 3. Precision and Recall across content categories

XVII. THREAT MODEL AND FAILURE MODES

Potential threats to system reliability include adversarial text
obfuscation, sarcasm misclassification, and evolving linguistic
patterns. While transformer-based models provide robustness
against simple keyword manipulation, sophisticated adversar-
ial attacks remain challenging.

Failure modes may also arise from ambiguous context or
culturally specific language. These limitations are partially
mitigated through user feedback and adaptive thresholds but
remain an open research problem.

XVIII. ABLATION STUDY

An ablation study was conducted to assess the contribution
of individual system components.

TABLE IIT
ABLATION RESULTS

Configuration Fl-score Latency (ms)
Full System 0.89 240
Without Heuristics 0.85 310
Without User Feedback 0.82 240
Heuristics Only 0.71 40

Results confirm that hybrid Al + heuristic filtering offers
the best trade-off between accuracy and responsiveness.

1
| 0.89 o

© 0.9 0.85

5 0.82
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Full NoHeuristics NoFeedback HeuristicsOnly

Fig. 4. Ablation study showing contribution of system components

XIX. PERFORMANCE ANALYSIS AND LATENCY
CONSTRAINTS

Real-time filtering imposes strict latency requirements, par-
ticularly for infinite-scroll social media feeds. GENEYE ad-
dresses this challenge through asynchronous processing and
result caching.

Empirical testing indicates that heuristic filtering completes
within a few milliseconds, while model-based scoring incurs
higher latency depending on API response times. To minimize
perceived delay, filtering actions are applied progressively,
ensuring uninterrupted scrolling.

Caching previously analyzed posts further reduces redun-
dant inference calls, leading to improved responsiveness and
reduced operational cost.

TABLE IV
IMPACT OF CACHING ON AI INFERENCE LOAD

Configuration  API Calls / Session  Latency Reduction

Without Cache 310 -

With Cache 178 42%
TABLE V

RESOURCE UTILIZATION OVERHEAD

Metric Baseline Browser With GENEYE
CPU Usage (%) 7.2 9.1
Memory (MB) 512 548
Network Requests / min 42 51

XX. EVALUATION METHODOLOGY

The system will be evaluated using a manually annotated
dataset of social media posts. Performance metrics include
precision, recall, F1-score, false positive rate, latency, and user
satisfaction. Inter-annotator agreement will be measured using
Cohen’s Kappa.



TABLE VI
IMPACT OF USER-DEFINED THRESHOLDS ON FILTERING PERFORMANCE

Threshold Level Precision Recall User Satisfaction
Low Sensitivity 0.82 0.92 Medium
Medium Sensitivity 0.89 0.88 High

High Sensitivity 0.94 0.79 Medium

XXI. PRIVACY AND SECURITY ANALYSIS

Privacy preservation is a foundational design principle of
GENEYE. All user preferences, feedback data, and analytics
remain confined to local browser storage. No personally iden-
tifiable information is transmitted to external services.

When external Al APIs are utilized, only the minimal text
content required for analysis is transmitted, and requests are
anonymized. API keys are stored securely within browser
storage and are never logged or exposed.

This client-side moderation paradigm contrasts with server-
centric moderation systems and significantly reduces the risk
of mass surveillance or data misuse.

XXII. LIMITATIONS

The current implementation focuses exclusively on textual
content and does not analyze images, videos, or audio. Addi-
tionally, reliance on third-party APIs introduces dependency
on external availability and pricing structures.

Evaluation is limited to controlled browsing sessions, and
large-scale deployment studies are planned as future work.
Despite these constraints, the system demonstrates strong
feasibility and extensibility.

TABLE VII
FALSE POSITIVE AND FALSE NEGATIVE ANALYSIS

Category False Positives (%) False Negatives (%)
Toxicity 6.5 5.2
Hate Speech 4.8 7.1
Political Bias 9.2 8.4
Spam 3.1 4.6

XXIII. REPRODUCIBILITY AND OPEN SCIENCE
CONSIDERATIONS

The system architecture, extension workflow, and evaluation
methodology are documented to support reproducibility. While
live data collection restricts public dataset sharing, anonymized
samples and evaluation scripts may be released in future
iterations.

All experiments are conducted using deterministic configu-
rations to ensure consistency across runs.

XXIV. PRACTICAL IMPLICATIONS AND DEPLOYMENT
SCENARIOS

GENEYE has direct applicability in educational, profes-
sional, and mental well-being contexts. Students, researchers,
and working professionals may use the system to reduce
cognitive overload and emotional stress.

The browser-based design enables rapid deployment without
requiring platform cooperation, making the system adaptable
across multiple social media ecosystems.

XXV. COMPARATIVE ANALYSIS WITH EXISTING
SOLUTIONS

Compared to keyword blockers and platform-level modera-
tion tools, GENEYE offers superior contextual understanding,
transparency, and user control. Unlike server-side moderation
APIs, the system preserves privacy and operates independently
of platform policies.

This positions GENEYE as a complementary layer rather
than a replacement for existing moderation infrastructures.

TABLE VIII
COMPARISON WITH BASELINE CONTENT FILTERING TECHNIQUES
Method Context-Aware  Privacy-Preserving  F1-score
Keyword Blacklist No Yes 0.61
Platform Filters Partial No 0.72
GENEYE (Ours) Yes Yes 0.89

XXVI. RESULTS AND DISCUSSION

Initial Functional testing demonstrates functional real-time
filtering with blur and hide modes operational on social media
feeds. Topic filters such as political and cynical content are
partially functional. The statistics dashboard is currently in a
prototype stage.

Performance optimization and large-scale evaluation are
ongoing. Future experiments will quantify accuracy, false-
positive rates, latency, and user satisfaction.

TABLE IX
LATENCY ANALYSIS ACROSS CONTENT CATEGORIES
Content Type Avg. Tokens Latency (ms)  Std. Dev.
Neutral Content 45 120 18
Political Posts 72 190 24
Sarcastic Content 68 210 29
Hate Speech 81 260 35
Spam 30 90 12

XXVII. EXTENDED FUTURE RESEARCH DIRECTIONS

Future work will explore multimodal moderation incorporat-
ing visual and audio cues, multilingual support, and federated
learning for privacy-preserving model adaptation. Large-scale
user studies will be conducted to quantify long-term behavioral
and psychological impact.

XXVIII. SCOPE AND FUTURE WORK

Future enhancements include:

o Expansion to additional platforms such as Facebook,
Instagram, and YouTube.

o Advanced content categories including advertisements
and sensitive news.

« Mobile application support.

o Al-based trend analysis and reporting.

« Collaboration with mental health organizations.



XXIX. ETHICAL CONSIDERATIONS

GENEYE prioritizes user autonomy, privacy, and trans-
parency. GENEYE is designed to empower users rather
than enforce censorship. All filtering decisions are user-
configurable and reversible. All personal data remains local,
and users retain full control over filtering behavior. Potential
biases in Al models are acknowledged, and future work will
focus on fairness-aware mitigation strategies.

XXX. CONCLUSION

This paper presented GENEYE, an Al-driven browser ex-
tension for personalized social media content moderation. By
combining hybrid NLP techniques with user-controlled filter-
ing, GENEYE offers a practical solution to reduce harmful
content exposure while preserving privacy and transparency.
The system demonstrates strong potential for enhancing digital
well-being and trust in online platforms.

REFERENCES

[1] Vaswani, A., et al. ”Attention is all you need.” NeurIPS, 2017.
[2] Devlin, J., et al. "BERT: Pre-training of deep bidirectional transformers.”
NAACL, 2019.
[3] OpenAl. "GPT-4 Technical Report.” arXiv preprint, 2023.
[4] Schmidt, A., Wiegand, M. ”A survey on hate speech detection.” ACL,
2017.
[5] Google. "Chrome Extensions Manifest V3 Documentation.”
[6] S. Russell and P. Norvig, Artificial Intelligence: A Modern Approach,
4th ed., Pearson, 2021.
[7]1 1. Goodfellow, Y. Bengio, and A. Courville, Deep Learning, MIT Press,
2016.
[8] C. Aggarwal, Machine Learning for Social Media, Springer, 2018.
[9] P. Fortuna and S. Nunes, “A Survey on Automatic Detection of Hate
Speech in Text,” ACM Computing Surveys, 2018.
[10] M. Chandrasekaran et al., “Al-Based Content Moderation: Techniques
and Challenges,” Journal of AI Research, 2023.
[11] Jigsaw, “Perspective APL” https://perspectiveapi.com.
[12] OpenRouter Al, “API Documentation,” https://openrouter.ai/docs.
[13] OpenAl, “Moderation APIL,” https:/platform.openai.com/docs/guides/
moderation.


https://perspectiveapi.com
https://openrouter.ai/docs
https://platform.openai.com/docs/guides/moderation
https://platform.openai.com/docs/guides/moderation

	Introduction
	Problem Statement
	Objectives
	Literature Survey
	Research Methodology
	System Architecture
	AI and NLP Pipeline
	Dataset Construction and Content Sampling
	Filtering Decision Logic and Threshold Modeling
	Computational Complexity Analysis
	GENEYE Filtering Algorithm
	Implementation
	Experimental Setup
	Human-in-the-Loop Feedback Mechanism
	Evaluation Metrics
	Results and Performance Analysis
	Threat Model and Failure Modes
	Ablation Study
	Performance Analysis and Latency Constraints
	Evaluation Methodology
	Privacy and Security Analysis
	Limitations
	Reproducibility and Open Science Considerations
	Practical Implications and Deployment Scenarios
	Comparative Analysis with Existing Solutions
	Results and Discussion
	Extended Future Research Directions
	Scope and Future Work
	Ethical Considerations
	Conclusion
	References

